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Executive Summary
This deliverable describes the current implementation of the visualization and navigation, as well as
the data quality assessment services in the EW-Shopp toolkit.
The document is divided into two clearly recognizable parts, in the first half are introduced and
discussed the visualization and navigation services created on top of the Knowage suite by ENG. To
avoid overlaps with the deliverable D2.3 in this document the emphasis is on the use and set up of the
suite deepening only one of the services provided, that of BC4. The other services are described in
D2.3 as part of the toolkit assessment. In the second half, the services (Grafterizer, ASIA and ABSTAT)
that have an influence on the quality of the data processed (whether it is data quality assessment or
improvement) are presented and discussed together with a host of other activities (Appendix A)
carried out within the project and which certainly fall into the field of data quality.
The work describes in this document fulfils the requirements and follows the technical specifications
described in deliverables from work package 1. The services are parts of the components in the overall
toolkit architecture developed within work package 2 and they support the business cases in work
package 4.
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Table 1: list of acronyms used throughout the document
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Java Development Kit

Short references may be used to refer to project beneficiaries, also frequently referred to as partners.
References are listed in Table 2.
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Chapter 1 Introduction
One of the EW-Shopp project principal goals is to build a toolkit to support businesses in generating
values out of their data by enriching them via external data sources, visualizing and exploring them,
and finally producing insights and operational models via machine learning.
Each step of this value chain is supported by a set of tools developed by the project partners to
perform the individual tasks. These tools are developed as stand-alone applications that interacts with
each other and with the partners' information systems in a service-oriented fashion.
In this deliverable, in particular, we present two classes of services, namely data visualization and
navigation, and data quality assessment services.

1.1 Objectives and Scope
This deliverable describes the current implementation of the data visualization and navigation, and
data assessment services in the EW-Shopp toolkit (formerly referred to as platform). It presents and
discusses work done mainly by three technical partners, namely ENG, UNIMIB and SINTEF. ENG is
responsible for the definition and implementation of the data visualization and navigation services
whereas UNIMIB and SINTEF took care of the data assessment services. The services have been partly
developed to be independent form the particular pilot and harmonized with the toolkit, partly are preexistent (this will be explicitly pointed out in the document) and partly are the result of the work done
in the pilots of the various business cases. As a matter of course, these services have different degrees
of maturity and may undergo changes due to the evolution of the pilots (for example, the introduction
of the events will probably involve the development of new visualization and navigation features) and
to the evaluation process of the toolkit currently in progress and which will lead to the release of the
deliverable D2.3 on month 24. However, any changes, evolutions and new services will be included in
the report describing the final version of the toolkit.
The overall architecture these services are part of has already been specified and described in other
deliverable (see deliverable D3.1 [1] and D2.2 [2]). Here the focus is on description of the
functionalities of individual services. Nonetheless, a short overview on the role of the data assessment
services with respect with the main envisioned workflow is reported in this document as such services
have not been described elsewhere.
The document is organized as follows. The rest of the introduction in this Chapter 1 lists the
relationships to other project deliverables. Chapter 2 presents first the visualization services and the
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navigation services immediately after. Those services have been built atop ENGINEERING suite
Knowage1 to fit the requirements of the Business Cases.
Chapter 3 , in turn, introduces the data quality assessment problem and presents the services (along
with their interactions) developed to guarantee quality in semantic and tabular data. Those services
are either integrated within Grafterizer/DataGraft2 (developed by SINTEF) and ASIA3 (UNIMIB) or
developed as stand-alone solution, ABSTAT4 (UNIMIB).
Chapter 1 concludes the document with a short overview and a note on future development. Finally,
Appendix A reports on other quality-related activities carried out in the frame of the project.

1.2 Relationship to Other Deliverables
The contents of this document are strongly related to several other deliverables. The specification of
the overall toolkit architecture was described in deliverable D2.2 [2] whereas the services and their
interactions are described in D3.1 [1]. Moreover, the services support the project pilots described in
deliverable D4.2 [3] and follow the specifications and requirements from deliverables D1.1 [4], D1.2
[5], and D1.3 [6]. The other components of the toolkit, namely transformation, linking, and analytics
services, are presented and discussed in D3.2 [7]. Lastly, any future updates to them will be described
in the final toolkit description in deliverable D2.4.

1

https://www.knowage-suite.com
https://datagraft.io/
3
http://inside.disco.unimib.it/index.php/asia/
4
http://abstat.disco.unimib.it/
2
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Chapter 2 Data Visualization and
Navigation
Data Visualisation and Navigation in EW-Shopp is offered mainly through the Knowage platform1,
customized for the user needs and scenarios carried out in the EW-Shopp pilots. Knowage is an open
source business analytics suite developed by ENG and offered both as a Community Edition and with
various Enterprise edition licenses. Among the different Knowage tools are a set of services able to
visualize, navigate and explore in a rather intuitive way data present in most widespread data storage
formats and systems. Being completely open source Knowage is extensively documented online.5 In
this chapter we focus on specific features and customizations used in EW-Shopp and in support to the
EW-Shopp business cases. Details about requirements of Business Cases (including those relating to
Visualization) and how these are fulfilled by the EW-Shopp toolkit (as of month 24), can be found in
D2.3 EW-Shopp Platform evaluation assessment where more details about the visualization of each
single business case are also provided.

2.1 Data Visualization and Navigation Services
2.1.1 Data Acquisition and Management
At the heart of data visualizations services available in Knowage is the concept of data source and
data set. A data source is any of the supported systems (such as a relational database) Knowage is
able to connect to in order to extract and process data which will eventually be used for visualization.
Figure 1 shows an example of MariaDB data source for BC1.
Additionally, Knowage offers a deeper level of data-interaction ‘granularity’ through Data Sets. Within
Knowage, Data Sets act as data providers for visualization and navigation documents and therefore
support several types of data representations and provisions. Some of these include:
•
•
•
•
•
•
•

5

Files (e.g. CSV)
Queries (e.g. SQL query)
REST calls
Java Classes
Scripts
Ckan
Federated

See e.g. https://knowage-suite.readthedocs.io/en/latest/ and https://www.knowage-suite.com/qa/
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Figure 1 Definition of a Data Source in Knowage – in this case a MariaDB database for EW-Shopp Business Case 1

A very relevant feature of non-static Data Sets (in particular Queries or REST), is the possibility to
parametrize dynamically certain values. For instance, an SQL query can contain parameters which will
be set dynamically by user interaction in the visualization environment. In this case, if we consider a
query data set (e.g. SQL), such query will be executed each time with the different values contained
in the parameters and set, for example, by the user interacting with the visualization cockpit or
through certain lists of values (see also below for a detailed description). Figure 2, Figure 3 and Figure
4 show various examples of data sets used for implementing the visualization part of the EW-Shopp
Business Cases.
For all types of data set it is possible to preview (Figure 5) in real time the data set (e.g. the result
columns and rows of a query), and additionally select types (e.g. number, date, string) of each field.
Additionally, for each field of a data set role metadata in terms of attribute or measure should be
defined: in fact, depending on their role, data can be used differently when explored and visualized
(for example the X value of a typical histogram chart should be an attribute while the Y should be a
measure). It should be noted that when creating a data set, Knowage tried to guess the role of a data
field, but this can be easily customized by the user. Figure 6 shows an example of role metadata
definition for BC1.

EW_Shopp
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Figure 2 CSV Data Set for Business Case 4 (JOT)

Figure 3 SQL query Data Set. Notice the dynamic parameters set with the syntax $P{idProduct} and $P{date}.
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Figure 4 A REST data set in Knowage. Also in this example a dynamic parameter is used.

Figure 5 Data set preview for one of the BC3 data sets
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Figure 6 Defining role metadata (attribute or measure) for one of the BC1 data sets

In order to manage, filter and present data, Knowage offers a set of behavioral models and analytical
drivers.6 Here we highlight the possibility of defining Lists of Values (LOVs) from data sets which can
then be linked to documents and essentially determine (still through user interaction) the way data is
presented. For example, a user might want to select from a list of products or customers present in
the database. Figure 7 shows an example of LOV and behavioral model definition for BC1.

Figure 7 Configuration of a LOV (above) and related behavioral model (below)

6

For
detailed
documentation
about
Behavioural
Models
suite.readthedocs.io/en/latest/functionalities-guide/behavioural-model/
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2.1.2 Visualization and Navigation Tools
Once the data sources and data sets to be used in the business case have been defined, the actual
navigation and visualization is implemented through the creation of Cockpits. Cockpits allowed us to
build interactive environments through WYSIWYG7 and intuitive interfaces (e.g. clicks and simple drag
and drop). In this way analytical documents can be composed with multiple visualization and
navigation widgets, easily defining associations and interactions: for instance, clicking on one widget,
data in all other widgets is automatically updated. Figure 8 shows the widget selection dialog where
users can visually select widgets to be added to a cockpit.

Figure 8 Empty Cockpit creation ‘canvas’ and selection of available widgets to be added.

Within the cockpit editing environment it is possible to add directly different Data Sets to be used for
the data visualization and navigation and, most importantly, the user can visually create associations
between different data sets.

7

What You See Is What You Get https://en.wikipedia.org/wiki/WYSIWYG
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Figure 9 Adding two data sets from EW-Shopp Business Case 4

Associations are a very powerful feature which enables to link fields (i.e. columns) of a data set with
the field from a different one. Once associated any change to one field of a data set (e.g. user selection)
will be reflected in real-time in all associated data sets, allowing for creating quickly highly interactive
cockpits. Figure 10 shows an example of visual data association for BC4: users interactively associate
fields (i.e. columns) from the different data sets.

Figure 10 Visually creating a data set association

Once the needed Data Sets have been added, various visualization and data navigation widgets can
be added to the canvas of the cockpit. The set-up in terms of behavior, data as well as visuals is
controlled by a consistent and very intuitive user interface, additionally allowing (for more advanced
widgets like charts), to manually tweak several parameters by more expert users. Figure 11, Figure 12
and Figure 13 show various widget editing screenshots.

Figure 11 Setting up a chart for BC4
EW_Shopp
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Figure 12 Quickly setting visual features of the chart

Figure 13 Widgets can be intuitively dragged, edited, and copied around the canvas

All widgets are ‘data-aware’, including (for instance), selection lists (like dropdowns or combo-boxes),
text and HTML widgets. HTML widgets in particular allow to use standard HTML while adding
dynamically data from the data sets. Figure 14 shows a simple example of an HTML widget for BC4.
Notice the templating feature where parts of the HTML can be dynamically created based on data
sets.
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Figure 14 Editing of the HTML widget. Part of the HTML is templated and injected data from the dat aset.

As explained above, behavior and interaction can be enhanced and augmented through LOVs, for
example in order to enable a user to select a specific item within a large database. In the figure below
a product selection window (accessed directly from the cockpit) is shown: the search is incremental
(i.e. results are shown as the user types), allowing to quickly retrieve matches even in large data sets
such as product catalogues or user directories. Query parameters can be saved for quick future
retrieval and use as the figures below illustrate.

Figure 15 User searching within the Business Cases 1 product catalogue. Once selected the product will be used for the
visualization in the cockpit.
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Figure 16 Query parameters for LOVs used in the cockpit can be saved for quick retrieval

Of course, parameters from the LOVs selected by users can also be used in Data Set associations and,
in turn, used to personalized both widgets and queries, etc.

Figure 17 The selected parameter is used in all widgets using the same data set (in this example the title text and the
chart which shows data only for that product)

As already anticipated above, cockpits can also be customized and edited in a more advance manner
through the specific Document Details interface. From here the analytical drivers (including LOVs) can
EW_Shopp
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be managed, for instance added, renamed, etc. Figure 18 shows two example screenshots of the
document editor where such advanced features can be edited.

Figure 18 Advanced document editing for the cockpit including (below) Analytical driver set-up

2.2 Set-up, Server and Instance Management
Knowage Open Source Community Edition (CE) can be freely downloaded and installed by anyone and
is cross-platform running on Linux and Windows. The suite is distributed as a one-file installers and in
other formats.8 The basic requirements9 are a machine with at least 3 GB of dedicated RAM and 2 GB
of free disk space a Java SE Development Kit (JDK). For the EW-Shopp Business Case pilots a dedicated
instance was set-up since April 2018, running on ENG’s managed cloud.
Being a business-oriented cloud suite, Knowage has a wide set of server- and administration
management features documented in detail.10 Here we will highlight some of the administration
services particularly relevant within the EW-Shopp scenario. These are namely Users and Roles
management. Users can be added and managed directly from the online interface by an administrator
user.

8

See https://www.knowage-suite.com/site/knowage-download/
This refers to version 6.2.1 which is the current release version at the time of writing.
10
See https://knowage-suite.readthedocs.io/en/latest/administrator-guide/
9
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Figure 19 Knowage user management interface

User capabilities and how they can interact with the platform in terms of data and interfaces is set in
a rather granular way through the assignment of roles. This has the advantage that a predefined role
with certain permissions and characteristics can be set-up (i.e. like a template), and then assigned to
multiple users. Additionally, a user can have multiple roles.
Among the many authorizations and permissions’ granting applied through roles, it is relevant to
mention here: capability to manage (or not) other users, permission to create new documents (vs.
only viewing them), and available data sets. This latter feature is particularly important because it
enables to control which data sets a user can see (or not). Therefore, enabling different users to only
see and use relevant data sets as well as (for example) to hide certain data sets from certain users: for
example, in the case of a data analyst and final users both using the platform the analyst might be
granted use and visualization of certain data sets while the final user only of a restricted set due to
privacy/confidentiality measures. Figure 19 and Figure 20 show screenshots of the user and role
management interfaces.

Figure 20 Setting up a typical EW-Shopp business case user role in the administration interface
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Finally, most server settings for the Knowage instance in use can be directly accessed and modified by
an administrative user directly from the Server Settings section of the online interface. The interface
also includes incremental search for the configuration parameters.

Figure 21 Server configuration interface, including incremental search of parameters

2.3 A full EW-Shopp Customization Case
As already anticipated above, details about specific visualizations and services for each BC are
reported in D2.3. Here we provide some details about the customizations carried out for BC4 as they
demonstrate how the visualization services were provided to EW-Shopp.
As explained in other documents [3], BC4 data has been uploaded to a dedicated ArangoDB11 database
instance. Although Knowage supports a series of connections to databases out of the box, so that an
ad hoc connector was created leveraging on the existing Knowage REST one and enabling to use
ArangoQL12 queries directly as Knowage Data sources and in turn be visualized e.g. in cockpits.
The main steps for creating the connector and making it operational were the following:
1) Setting up a dedicated connection between the Knowage cloud instance and the ArangoDB
instance through a Virtual Private Network (VPN)
2) Creating a template REST Data Set to be used in connecting to the ArangoDB REST API
interface
3) Creating the needed Data Sets
4) Using the Data Sets in cockpits
5) Tweaking server/cockpit parameters for optimal performance
1) Setting up a dedicated connection between the Knowage cloud instance and the ArangoDB
instance through a VPN
Due to confidentiality and security the EW-Shopp ArangoDB instance is hosted in a private cloud
accessible only by authorized partners via a dedicated VPN. To this end after creating a dedicated
account, the whole Knowage instance was connected to the VPN in order to access efficiently and
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www.arangodb.com
See https://docs.arangodb.com/3.4/AQL/
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seamlessly ArangoDB. This was achieved at system administration level by setting-up an OpenVpn
client on the instance machine and related configuration files (namely ovl).
2) Creating a template REST Data Set to be used in connecting to the ArangoDB REST API interface
Once the connection was successfully created and the ArangoDB IP range accessible a REST data set
with the correct parameters and a placeholder query was created. This served as a template for
successive data set. The parameters are as follows:
Knowage Data set Parameter
DataSet Type
Address
Request Body

HTTP method
Request Headers
JSON Path Items

Use directly JSON Attributes
NGSI
JSON Path attributes
Offset Param
Fetch size Param
Max Results Param
Parameters

EW_Shopp

Value
REST
http://10.80.1.8:8530/_db/_system/_api/cursor
JSON formatted request body in the following form:
{
“query”:
“<query-body>”
}
Where <query-body> is a valid ArangoQL query, optionally
parametrized according to Knowage Data Set parameters (see also
belwo). Example:
{
"query":
"FOR doc IN `JOT-campaigns-germany` FILTER doc['jot:inCityName']
== $P{city} LIMIT 100 RETURN doc"
}
Post
Empty
$.result[*].[<list of columns>]
Where <list of columns> is a comma-separated list of columns returned
by the query.
Example:
$.result[*].['jot:inCityName', 'google:numberOfImpressions',
'jot:belongsToRegionId', 'dbp:date']
Checked
Unchecked
Empty
Optional (leave default)
Optional (leave default)
Optional (leave default)
Optional. If added these should be included in the body of the query. For
example:
{
"query":
"FOR doc IN `JOT-campaigns-germany` FILTER doc['jot:inCityName']
== $P{city} LIMIT 100 RETURN doc"
}
Note here that $P{city} is a Knowage Data Set parameter and should be
listed among the parameters as:
Name: city
Type: String
Default Value: <default value>
Multivalue: <empty>
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3) Creating the needed Data Sets
Once the template was created, a set of relevant Data Sets (and related queries) was created by simply
duplicating the template and customizing query and parameters (if needed). See Figure 22

Figure 22 More complex (parametrized) query made through the connector template

4) Using the Data Sets in cockpits
Using the data in the visualization and navigation documents simply required to add the relevant
Data Set to the document and use the usual widgets etc. Parametrization for BC4 worked as
expected as showed in Figure 23.

Figure 23 A Business Case 4 cockpit using ArangoDB query data sets.
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Chapter 3 Data Quality
Data quality is commonly conceived as “fitness for use” for a certain application or use case. Even data
sets with quality problems might be useful for certain applications, as long as their quality is in the
required range. Moreover, data quality is a multidimensional concept so, for example, a given data
set may have high level of completeness, but for example data are very old. As a consequence, the
data quality of a certain data set can be perfectly sufficient to recommend related movies or to show
personal information, when a user searches for an actor. In this case, it is rather neglectable, when in
relatively few cases, a related movie or some personal facts are missing. The quality of data, with
respect to a given dimension, for the same data set is instead crucial when it comes to taking farreaching decisions based on the results of querying multiple data sets, for example, developing a
medical application.
Data quality assessment involves the measurement of quality dimensions or criteria that are relevant
to the consumer. The dimensions can be considered as the characteristics that a data set must hold.
A data quality assessment metric, measure or indicator is a procedure for measuring a data quality
dimension. Metrics can be subjective, that is based on user questionnaire or objective, that is based
on algorithms or heuristics that are designed to fit a specific assessment situation. Since such
dimensions are rather abstract concepts, the assessment metrics rely on quality indicators that allow
the assessment of the quality of a data source with respect to the criteria. An assessment score is a
unique numerical indicator computed from these indicators using a scoring function. However, due to
the complexity of data quality it is also frequent to create statistics based on data profiling of data sets
providing meaningful information about, for example, errors of inconsistent formatting within a
column, missing values, or outliers.
After the assessment phase, improvement actions can be carried out to improve the final quality of
data. This is a crucial task also due to the number of issues in the procedure for discovery errors and
the selection of the “right” value that to be inserted.
Besides the quality assessment, which informs the user of any data deficiencies or distortions, in the
context of the EW-Shopp project with the phrase “data quality”, we also refer to all those data
processes and services that intervene in the data transformation process to ensure that the resulting
data set has a high level of quality.
In this chapter we will present the data quality services and discuss their application in the context of
the EW-Shopp project and, in particular, with reference to the process of transformation and semantic
enrichment of data. These services have as their main objective to assess the quality of the data sets
considered (whether they are core or business data sets) and support (semi)automated processes to
allow the user to create data pipelines whose final result consists of high-quality data sets. To this end,
two types of services are essentially implemented that interact with those of data transformation. On
one side, we have the data profiling functionalities; on the other side, those devoted to reducing
quality issues due to transformations incorrectly applied by a user.
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Moreover, during the development of work package 3 (EW-Shopp components), other activities were
realized that could be defined as off-line and propaedeutic to every transformation and enrichment
pipeline and that fall within the field of data quality. In particular, these concern a) the evaluation and
profiling of "core data sets" (DBpedia, GfK product data, GeoNames [8]), b) the RDF-ization of nonsemantic knowledge bases (such as Google GeoTargets) and c) the linking discovery between
knowledge bases (GeoNames vs Google GeoTargets).
To sum up, since one of the main objectives of EW-Shopp is to develop tools that support semiautomatic quality-aware data transformation and enrichment, the main focus on data quality in the
project is to help users evaluate the quality of the data during the transformation and enriching tasks
and to develop data enrichment functionalities that can rely on high-quality data. As a consequence,
services targeting data quality are embedded into or used in combination with the data
transformation and enrichment tools, where transformation and enrichment can be viewed as a form
of quality improvement process. This tight relationship between data preparation tasks
(transformation and enrichment) and data quality is well known in the scientific literature [9] and is
reflected also in this document.

3.1 Data Quality in Data Transformation and Enrichment
Data Cleaning
and
Transformation

•Grafterizer's Visual Data Profiling

Schema-level
linking

•ASIA and
ABSTAT

Instance-level
linking and data
enrichment

•ASIA and
Abstat

Final assessment

•ABSTAT

Figure 24: Data transformation and enrichment from the data quality viewpoint

In EW-Shopp the quality services are primarily involved in the preparation of the data set to be passed
as input to the data analytics tool. Figure 24 illustrates the pipeline defined in the project that starting
from a raw (csv alike) data set it is cleaned, annotated, enriched and (optionally) stored in an rdf
format. Notice that next to each step the quality service used are reported. Below we briefly analyze
those steps.
•

Data Cleaning and Transformation: during this phase the initial data set is cleaned and
transformed. Typical transformations are the dropout of wrong or useless data and the
creation of new columns if needed. In this phase, the user intrinsically acts to create a data
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set of higher quality than the initial one. A Grafterizer component, referred to as Visual Data
Profiling, guides the user along this path through a dashboard that simplifies the identification
of quality issues (quality assessment) and by means of an automatic system that suggests
transformations to be applied (quality improvement). Notice that this feature was not
developed in the EW-Shopp project frame but was used on the project data.
•

Schema-level linking: in this phase an RDF mapping is created that associates the columns of
the tabular data set to classes and datatypes of specific vocabularies. ABSTAT and ASIA work
together to suggest to the user the best match (thus implicitly improving the quality of the rdf
transformation). Also, in this case the service is pre-existing the project EW-Shopp.

•

Instance-level linking and data enrichment: in this phase, the original data set is enriched by
reconciling a column with an external system of identifiers (instance-level linking) in order to
extend the data set with information present in the reference knowledge base that uses those
identifiers (enrichment). ASIA through an intuitive graphical interface supports users. An
indicator that identifies the accuracy of the matching process and allows the user to discard
associations with insufficient accuracy is also reported. This ASIA functionalities reported in
this phase were developed within the project and they contribute to the creation and
publication of a higher quality knowledge base.

•

Final assessment: The transformation and enrichment process can conclude with the
publication of the data set in semantic format; in particular Grafterizer, applying the userdefined transformations and RDF mapping, is able to generate a file in N-Triples format [10]
or save the result in a json-based graph format in ArangoDB. Once data are published is it
possible to assess the final quality of data through a profiling task. In case data are produced
in rdf, ABSTAT natively supports the produced format and can be used to profile the data set
to identify possible quality issues. We are working on a specific connector able to perform the
assessment of data stored in ArangoDB through a format conversion of original ArangoDB
data in one of the standard formats currently supported by ABSTAT.

3.2 EW-Shopp Data Quality Services
In this section we briefly present those tools of EW-Shopp's current toolkit that are also involved in
various degrees in the data quality assessment and improvement process. As these pieces of software
have already been presented in detail in other deliverables, here we limit ourselves to describing them
(for completeness sake) only in a minimal way.

3.2.1 Grafterizer
Grafterizer [11] is a web-based framework that, in conjunction with ASIA, provides the user of the EWShopp project toolkit with the tools to undertake data transformation, data cleaning and semantic
enrichment operations for tabular data cleaning and transformation, and RDF mapping. Grafterizer is
a component of a larger software ecosystem named DataGraft. DataGraft [12] is a platform for Open
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Data management. DataGraft also provides data hosting and publishing capabilities, user account
management, and data set and database management.
More in details, Grafterizer is used for transforming data from tabular format into a graph format. The
transformation supports both cleaning and mapping steps. Transformation steps on rows (add, drop,
filter, duplicate detection etc.), columns (add, drop, rename, merge etc.) and entire data set (sort,
aggregate etc.) are provided together with visualization of the result after each step. The mapping to
project ontology is based on column information after the cleaning steps. The result is formatted as
edge and value collections ready to be uploaded to its backend data store solution, namely ArangoDB.
Grafterizer provides a GUI on top of the Grafter13 library that’s implemented in Clojure [13] – a
language that runs on a Java virtual machine. This makes it easy to generate JAR (Java ARchive) files
that can be executed at customers premise. This will be used to scale transformation execution on Big
Data Runtime for large data sets.
ArangoDB14 databases, collections, and graphs are handled in DataGraft using registration of
ArangoDB assets, which act as the other assets on the platform (e.g., SPARQL [14] endpoints for RDF
data). The ArangoDB asset supports create, read, update and delete of collections for a specific
database. This is used to integrate the flow from transforming data to uploading the result into
collections in the database.

3.2.2 ASIA
ASIA15 is a tool for the semantic enrichment of data in tabular formats. Joining tabular data that does
not use the same record ids or some other identifying values is not straightforward, it requires to
create links from the table values to a shared system of identifiers. ASIA aims to help users in creating
these links, by means of especially designed semantic reconciliation algorithms. In this context, the
entity linking is performed at two different levels:
•

Schema-level linking: linking table schema values (i.e. the header of a table) to shared
vocabularies and ontologies;

•

Instance-level linking: linking data values to shared systems of identifiers.

Schema-level and instance-level links are created by ASIA as annotations for the table. Users can
create schema-level annotation through the ASIA interface, by validating suggestions about classes
and properties to be used. If a user specifies a different class (or property), ASIA suggests classes (or
properties) that syntactically match the user input (autocomplete functionality). Otherwise, the
instance-level annotations are expected to be created by ASIA automatically, as the large size of the
data set often impedes to validate the values singularly.
Table annotations underpins two different data quality related functionalities of ASIA:

13

http://grafter.org
https://www.arangodb.com/
15
http://inside.disco.unimib.it/index.php/asia/
14
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•

Generation of knowledge graphs from a tabular data set: the schema-level annotations are
transformed into Grafterizer data transformations to publish tabular data as a knowledge
graph; data values will be used to create new instances and populate the graph.

•

Enrichment of tabular data with third-party data: instance-level annotations are used to
facilitate enrichment of business data with data from these reference knowledge graphs,
often referred to as ‘core data’ in EW-Shopp lingo. Examples of those data are: GeoNames,
Google GeoTargets, DBpedia, GfK products, etc.

The ASIA interface is developed as component of Grafterizer (Figure 25). The ASIA Backend is
developed and maintained by UNIMIB. Suggestion and enrichment services dialogue with the ASIA
Backend via REST APIs.
For the sake of clarity, we present the architecture of ASIA by slicing it into two facets, the one relating
to the schema-level linking process and the one relating to instance-linking. In Figure 26 the two main
components of ASIA are depicted and the relationship with ABSTAT (a components of EW-Shopp
toolkit that analyzes and summarizes knowledge bases in RDF format, see Section 3.2.3):
•

ASIA Backend, which contains the logic related to the annotation suggestion service and that
is responsible for the intercommunication with other services (like ABSTAT); in particular, ASIA
Backend is currently integrated with ABSTAT service via API; as a result, the Backend provides
to ASIA, the real-time autocomplete service offered by ABSTAT as well as statistics computed
by the same tool.

•

ASIA Frontend, which is the frontend customized and integrated within Grafterizer.

Figure 25: ASIA integrated in Grafterizer
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Figure 26: Schema-level linking architectural view

A diagram illustrating the services involved in the instance-linking process is presented in Figure 27. In
particular, the following components are identifiable:
1. ASIA frontend interacts with the ASIA backend sending the data to be reconciled and enriched
together with a possible context.
2. ASIA backend is responsible for calling and orchestrating the appropriate reconciliation and
extension services among those available. The extension can also be made using EW-Shopp
core services, i.e., weather and events, which use date and position references as reference
identifiers.
3. Reconciliation and extension services. In the figure, only a subset of the services available is
depicted for space reasons.

Figure 27: Instance-level linking architectural view

3.2.3 ABSTAT
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ABSTAT [15] is a profiling tool that can be used to assess and improve the quality of different versions
of knowledge graphs. Knowledge repositories may contain millions of facts describing entities such as
people, places, events, films, etc. Such knowledge in the Semantic Web is encoded into graphs
represented using the RDF data model16. Nodes in these graphs represent entities or literals, while
arcs represent relations between entities and between entities and literals, whose semantics is
specified by RDF properties. Entities and literals are usually associated a type, i.e., respectively a class
or a datatype. The sets of possible types and properties are organized into schemas or ontologies,
which define the meaning of the terms used in the knowledge base through logical axioms. One
example of knowledge bases is the Linked Open Data (LOD) Cloud with roughly 1,184 data sets
belonging to different domains such as geographic, life science, publications, media, cross-domain,
etc. There are many data sets that are of a high quality in the LOD Cloud but however, there are also
many data sets which are extracted from unstructured or semi-structured information being
vulnerable for quality issues. In the state-of-the-art, many metrics, methodologies and approaches
have been proposed to capture quality issues in linked data sets such as [16], [17], [18], and [19].
Given an RDF data set and, optionally, an ontology (used in the data set), ABSTAT17 computes a
summary that provides an abstract but complete description of the data set content. Summaries are
published and made accessible via web interfaces, in such a way that the information that they contain
can be consumed by human users and machines (via APIs). ABSTAT makes also use of a minimalization
mechanism to keep summaries complete but as small as possible.
The summary consists of schema patterns found in the RDF data and a set of statistics that describe
the usage of these patterns. A pattern is a triple (C,P,D) such that C and D are types and P is a property.
In a pattern (C,P,D), we refer to C as the subject type and D to the object type. In other words, a pattern
states that there are instances of type C that are linked to instances of a type D by a property P. Instead
of representing every pattern occurring in the data set, ABSTAT summaries include only a base of
minimal type patterns, i.e., a subset of the patterns such that every other pattern can be derived using
a subtype graph. The statistics include frequency of the patterns (with and without inference based
on a sub-pattern relation) and cardinality descriptors, which describe the cardinality of the relations
that instantiate the patterns (maximum, minimum and average number of distinct subjects associated
to a same object, and maximum, minimum and average number of distinct objects associated to a
same subject).
In the following we illustrate ABSTAT by using an excerpt from the summary of the product data
knowledge graph built using the GfK product catalog (see D1.2 for details), which was computed to
inspect the quality of these data once published in RDF. The excerpt of the summary, as viewed in the
ABSTAT Browse web interface is presented in Figure 28. The whole summary is relatively small as it
frequently happens for domain-specific linked data that are generated via mappings from a relational
database (see D1.2); moreover, to avoid disclosure of the content of these data, which is considered
confidential by GfK, we report in this deliverable only a subset of the patterns computed and some
statistics about them.

16

https://www.w3.org/RDF/

17

http://backend.abstat.disco.unimib.it/
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Figure 28: Summary of product data in ABSTAT

As we can see there are some products that make use of the predicate hasFeatureData linked to some
FeatureData (connectivity, name of the characteristics that is part of the connectivity segment e.g.,
4G, Wi-Fi, dual sim etc.) and the value of such feature e.g., for feature 4G (“yes” or “no”), for Wi-Fi
(802.x). We will not report the number of the occurrence of such feature for confidentiality reasons.
From the cardinality statistics we can see that every product has only one value for the FeatureData,
but there are some products that have at maximum 67 different FeatureData. In average products are
described with 20 different FeatureData.
The second pattern in Figure 28 describes the relation between products and brands. There are at
most 24250 different products that belong to the same brand and in average one brand has 72
products. Every product has only one brand. The third pattern describes products and brands in
relation to the predicate description. There are 1618 products that have the same description in the
data (e.g., “Radio FM”) while in average 2 products have the same description. Every product has one
and only one description.

3.3 Visual Data Profiling in the Context of Data Transformation
Grafterizer implements an effective approach for Visual Data Profiling (VDP) that simplifies the process
of preparing tabular data and contributes to improving data quality. In a nutshell, this particular kind
of data profiling consists in a column-based statistical assessment of the tabular data set to be
transformed adequately and visualized with the goal of helping the user to swiftly identify potential
quality threats to the overall data set quality as data outliers or missing data values [20], [21].
The motivation behind the implementation of VDP is that large data sets can greatly benefit from
statistical assessment and analysis to achieve proper data quality. Visual data profiling, in fact, has the
potential to help data scientists make an informed decision on how to deal with data quality issues.
The user interface (UI) of the VDP, illustrated in the Figure 29, consists of the following main
components and capabilities:
1. A visual data profiling component.
2. A table view that provides data cleaning and transformation.
3. A sidebar that suggests relevant data cleaning and transformation actions to the user.
4. A steps pipeline that reflects applied data cleaning and transformation steps.
In layman’s terms, the VDP approach implemented by Grafterizer provides functionality for:
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1. Suggestion-based data cleaning and transformation
2. Visual data profiling
Both functionalities are discussed in the following. More details on the requirements, internal
architectures, implementation and evaluation are available in [22].

Figure 29: Grafterizer functionality of the visual data profiling approach

3.3.1 Suggestion-based Data Cleaning and Transformation
Suggestion-based data cleaning and transformation recommends relevant next steps in the data
preparation process. The data cleaning and transformation steps are incrementally applied in a
pipeline approach. The transformations sidebar implements a rule-based system that suggests
relevant data cleaning and transformation procedures by considering data type, and whether a
column or row has been selected.
Table 3 shows some examples of the implementation of logic for suggesting transformations, based
on a rules matrix.
Table 3: Rules matrix for examples of suggested transformations

String

Number

Date

Column

Row

Functionality

True

true

true

true

false

Insert column right

True

true

true

true

false

Insert column left

True

true

true

false

true

Insert row above

True

true

true

false

true

Insert row below

True

true

true

true

false

Delete column

True

true

true

false

true

Delete row
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false

true

false

true

false

Set empty cells to zero

True

false

false

true

false

Set text to uppercase

True

true

true

false

true

Set first row as header

True

false

false

true

false

Pad digits

false

false

true

true

false

Reformat dates

The application checks the statistical data profile that is returned by the visual data profiling service
against the rules matrix illustrated in Table 3. Consider the following example: the data profiling service
returns a profile of the current data selected in a column of string values. The String value of the profile
array is true, while the Number, Date and Row values are false:

The application checks this profile against the enumerated list of transformations, and matches the
profile array with the rules array function number 9, ‘Set to uppercase’, as a possible transformation
that will be suggested:

3.3.2 Visual Data Profiling
Visual data profiling analyses and determines data quality based on statistical properties, semantics
and structure of data. The data quality assessment is presented to the user by means of statistical and
scientific charts and visualizations.

Figure 30: Grafterizer visual data profiling dashboard

The leftmost data profiling chart represents missing values and valid (non-null) values for the currently
selected column. The three remaining charts (from left to right: table view, histogram, and box plot)
represent the distribution of the currently selected column.
The visual data profiling service analyzes and assesses the quality of the dataset and returns a
statistical profile. This profile is an essential part of the underlying core application logic that suggests
transformations and renders profiling charts:
1. Count – the total number of values in the selected column.
2. Distinct – the number of unique values. As an example, a column attribute ‘week’ might count
in total 1000 rows and 7 unique values, one for each day.
3. Histogram – an array containing one value for each histogram bin.
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4. Quality – an array that contains three different values, one value representing valid entries,
one for invalid entries and another one for outliers.
5. Boxplot – array that contains all values necessary to render a boxplot chart, i.e. the first,
second and third quartiles, and the median.
6. Histogram_labels – labels for the histogram chart visualization.
7. Quality_labels – labels for the quality chart visualization.

3.4 Quality-driven Schema-level Linking
Jointly, ASIA and ABSTAT work to implement the schema-level linking (also referred to schema
alignment) functionality. The main purpose of this feature is to increase the level of automation of the
creation and publishing process of the data set in RDF format, but clearly it also contributes to
improving the final quality of the Knowledge Base created by suggesting to the user the most
appropriate annotations and thus reducing the risk of generating incorrect RDF mapping.
Figure 31 shows at a high level the result of a correct annotation of the header of a table for the
derived from BC4. A Column (the second leftmost) has been annotated as a source with the type
AdWord. The first leftmost column of type AdGroup and Campaign is linked to the previous one by
means of the property belongsToAdGroup. Then, the Category column is annotated with the Category
type, and linked to the AdGroupId column with the category property. Finally, the Category-label
column is of string type and is linked to the Category column through the label property. On the right
side of the figure has been represented the relative RDF mapping.

Figure 31: High-level description of the schema-linking functionality

For schema-level annotations, ASIA provides a linking widget, as depicted in Figure 32. The widget
provides suggestions of types and properties using the vocabulary suggestion service offered by
ABSTAT. When the widget is launched, a suggestion for the type and the property is prompted by
matching the column header to ABSTAT profiles, which summarizes the usage of properties and types
taking into account the frequency of certain ontological patterns within reference knowledge bases.
Such knowledge bases can be both general (e.g. DBpedia) and field specific (e.g. GfK products) and
ASIA provides a widget also to define which knowledge bases should be used (see Figure 33). Finally,
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because of the limited information that may be provided by the column header, an autocomplete
service helps the user in refining the suggested ontology terms (thus directly improving the quality of
the final knowledge base) by autocompleting the string typed by the user and carrying out the
property validation.

Figure 32: Schema-level linking widget in ASIA

Figure 33: Suggestions configurator widget

To conclude the discussion on the schema-linking functionality provided by ASIA, we report in Figure
34 an excerpt of the BC4 data (containing information about the digital marketing campaign carried
out by JOT) in which all the visible columns have been annotated. The RDF mapping associated with
the annotation is instead presented in Figure 35.
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Figure 34: Excerpt of the BC4 data set annotated

Figure 35: RDF mapping for the BC4 data set
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3.5 Quality-driven Instance-level Linking
ASIA also provides the instance-level linking functionality. The main purpose of this feature is the
reconciliation of the strings contained in a column against a shared system of identifiers with two main
objectives (both quality-related):
1. Infer a suitable type for the column (therefore streamlining the creation of the RDF mapping
seen in the previous section)
2. Use such identifier to access the information contained in the knowledge base to which the
identifiers refer, aiming at extending (we often use the verb enrich) the original dataset.
More in detail, instance-level annotations are identifiers of entities in a knowledge base attached to
the values in the table cells. For convenience, when a user wants to add instance-level annotations to
values of a given column, ASIA creates a new column on its right-hand side, which will contain the
annotations. An example of column reporting instance-level annotations is given in Figure 34 where
the column ‘keyword’ is linked to the column ‘keywordId’.’
For instance-level annotation, ASIA incorporates different reconciliation services, among which
Wikifier, GeoNames, Google GeoTargets and GfK products. More reconciliation services can be added
modularly to the application to serve reconciliation against a desired system of identifier or knowledge
base. Thus, instance-based annotations are provided by the reconciliation service that is configured
by the user. Figure 36 shows the instance-level annotation widget applied to a column including
toponyms that use the GeoNames reconciliation service.

THRESHOLD
FOR FILTERING
RESULTS

Reconciliation Preview

Figure 36: ASIA reconciliation preview

In Figure 36 we have highlighted three parts that are related to quality. The largest space in the figure
is occupied by a table containing the preview for the reconciliation process (at the bottom). The user
is then shown the original column and the column with the annotations that will be reported in the
original dataset. Additional information is displayed to help the user understanding the correctness of
the matchings: the name associated with the identifiers in the knowledge base and a score that
represents the accuracy of the matching process. The score depends on the particular reconciliation
service selected. In this example in particular the service reconciles against the GeoNames knowledge
base. The second area is the one that indicates the accuracy threshold and the percentage of elements
that could be reconciled with an accuracy equal to or greater than the one indicated (0.8 in the specific
example). In this case 94.87% of the elements can be reconciled with an accuracy equal to or greater
than the threshold, while for the remaining elements no possible candidate has been identified. The
user interested in a different accuracy can modify the threshold as shown in Figure 37. Finally, ASIA is
able to infer a minimum type for reconciled entities. The last highlighted block is the one in the upperleft corner, and it reports the semantic type associated to all the reconciled entities. In this example,
all the toponyms have been reconciled against entities of type A.ADM4 in GeoNames. It ensures that
no entities of other types can be reconciled erroneously, and in general it improves the overall quality
of the matching.

Figure 37: Reconciliation at higher level of accuracy

The ASIA tool is currently under development; among the functionalities currently in the pipeline there
are some that have an impact on the quality of the data set and refer to the instance linking process.
These functionalities are:
1. Providing the user with a list of entity candidates for each of the instances of the selected
column and not just the candidate with the highest accuracy score. In this way the user can
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correct any inaccuracies in the matcher. This results in fewer errors in both reconciliation and
extension.
2. Using multiple columns at the same time to improve the accuracy of the instance-level linking
process. This will make it easier for the matcher to disambiguate cases where the entity has
the same name (e.g. The city of Paris in France and Kentucky).

3.5.1 Quality-based Data Enrichment in the Geospatial Domain
In this section we present the status of the work for an instance-level linking service for toponymy
disambiguation that uses multiple geospatial knowledge bases at the same time to enrich the
operational dataset.
Geospatial data are particularly important in data analytics applications, because of the role that the
spatial and temporal variables play in a number of analyses, where data are aggregated at the spatial
level or need to be integrated along the spatial dimension. For example, consider BC4 where JOT is
analyzing the performance of its campaigns using reports from the Google AdWords platform, the
company needs to aggregate performance data (e.g., impressions) by city, region or country. Further,
the JOT wants to analyze the impact of weather on the performance of its campaigns in different
regions. In this case, its data need to be enriched and complete as much as possible with weather data
by matching the spatial references in the original dataset, e.g., region identifiers used in AdWords
statistics, with spatial references used into the weather data source, e.g., coordinates. As another
example, Ceneje wants to aggregate sales data by user location (position, city, region, etc.). Also, in
this case, more sophisticated analyses are conducted to estimate the impact of weather or nearby
events on customers' behavior, after enriching the source data with weather and event data.
In these examples, geospatial data like location hierarchies or coordinates, which play a crucial role
for the analyses or for required data integration steps, are not natively available in the data collected
by the companies. These kinds of analyses are needed today by companies that develop data-driven
services to innovate in their domain and gain competitive advantages.
These data enrichment workflows can be viewed as a specific kind of data integration workflows,
which are polarized around a main dataset that contains the principal business data, e.g., AdWords
statistics, which needs to be enriched by integrating additional information that is available in thirdparty dataset, e.g., GeoNames or weather data. The whole LOD cloud offers a large amount of data
valuable for data enrichment (beyond GeoNames). In addition, dataset in the LOD contains data that
are useful to bridge towards other third-party datasets. For example, by reconciling spatial identifiers
used in AdWords with GeoNames identifiers, one can fetch coordinates and use these coordinates to
fetch weather data. As a matter of fact, what makes enrichment workflows difficult and timeconsuming as of today is the need to reconcile different geospatial references used in business and
third-party data. The enrichment workflow can thus be viewed as a sequence of data reconciliation
and data extension steps, which eventually lead to obtaining the references required to obtain the
desired data. Effectively supporting these steps may lead to better usage of the large amount of data
available in the LOD cloud, and, eventually, help companies using third-party data at greater scale
without acquiring the cross-domain expertise required to implement these steps with ad-hoc coding.
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A significant boost to support data completeness for data analytics can be achieved by building a
platform such that:
1. it identifies a small number of datasets, which are particularly remarkable in terms of
geospatial coverage and content richness, as reference geospatial data sources (e.g.,
GeoNames, NUTS18, etc.);
2. it bridges the gap between the identifiers used in these different sources (e.g., providing links
between GeoNames and NUTS);
3. it provides a flexible and effective way to navigate across these interconnected reference
geospatial sources (e.g., hosting a service that for an input GeoNames identifier returns its
equivalent identifier in NUTS, Wikidata19, etc.);
4. it provides entity linking functionalities that help to find links from toponyms mentioned in
plain text to these reference identifiers (e.g., from "Milan, Italy" to the identifier of Milan in
GeoNames20. Such platform supports user in completing their data with the data residing in
other data sets by creating and maintaining geospatial links.
Interlinking completeness is one of the dimensions of data quality that is very important for data
integration and interoperability. Interlinking refers to the degree to which entities that represent the
same concept are linked to each other, be it within or between two or more data sources [16]. The
problem of finding similar entities among heterogeneous data sources is a well-studied problem in
the Semantic Web Community [23]. This task is performed on the basis of the evaluation of the degree
of similarity among descriptions of entities [24]. The problem of discovering same entities in different
data sets is quite well known in record linkage [25] and ontology matching community [26]. Different
tools and approaches have been proposed, for our reconciliation service we use Silk [27]. Silk is a semiautomated approach, which must be preconfigured by the user who may select from a wide range of
similarity functions those suitable for the task at hand such as Silk. The Silk system assumes a
supervised matching scenario where the user specifies entities to link in a configuration file and selects
an aggregation approach (weighted average, max(min), Euclidean distance, or weighted product) for
her task.
In deliverable D3.2 [7] we described the architecture of such platform. In this deliverable we present
the current state of the implementation of the reconciliation service. We have started to implement
the choices for different technical components of the service21 as described in deliverable D3.2. In
Figure 38 we present an overview of the system that supports the reconciliation among the selected
datasets (see Section 3.2 of D3.2 for more details). The functionality provided by the platform consists
of a composition of data and services. The main aim of the platform is to support users in an efficient
and effective way in the reconciliation process of spatial data. The logical architecture is given in Figure
38 and is a composition of three packages:
•

Data Collector, which supports the extraction of subsets or whole datasets depending on
user-specified parameters;

18

https://ec.europa.eu/eurostat/web/nuts/background
www.wikidata.org
20
www.geonames.org/3173435/milan.html
21
https://github.com/UNIMIBInside/conciliator
19
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•
•

Link Discovery, which applies different matching strategies for the generation of links plays a
crucial part for the interlinking completeness of the data set;
Conciliator, which support users in different ways to query our platform;

The Data Collector runs in batch the updates which are taken directly from the KBs and stores only
the mappings or the relevant information in the private store (KB). For all datasets that are not in an
RDF-like format, we intend to download the dump, transform it into RDF-like, and store it into
ArangoDB22. The ArangoDB supports create, read, update and delete of collections for a specific
database. Such choice is due to the fact that such data can be accessed and exploited by means of
path-based queries. Once the datasets are stored in the KB, the link discovery package is enabled.
The Link Discovery is a component that implements different matching strategies. This is very
important as the matching strategies are different for each of the functionalities described above. We
use Silk for the generation of such links in order to build correct mappings. Such links are then stored
and indexed into ElasticSearch23. ElasticSearch is an open source distributed engine that can be used
for indexing, searching and analyzing data. It can manage both full-text and spatial queries (along with
other types of queries) as it implements inverted indexes for full-text queries, while it adopts BKDtree indexes for spatial queries. Another important feature of ElasticSearch is that it scales to handle
millions of events per second, while automatically managing how indexes and queries are distributed.
Another important feature of ElasticSearch is that it scales to handle millions of events per second,
while automatically managing how indexes and queries are distributed. More details on the link
discovery process are reported in Appendix A.1.
The Conciliator implements several reconciliation services compliant with the OpenRefine
Reconciliation Service API24 in order to be plugged in several applications that make use of such API.
Each reconciliation service maps text (usually names of things) to standard identifiers for the entity
represented by the text. The Conciliator package offers to the user four different functionalities as
described in Section 3.3.1 of deliverable D3.2 [7]. Different applications can make use of the
reconciliation platform. The main target are applications for data analytics with a particular scope on
data enrichment such as OpenRefine, ASIA, Datagraft, etc through the interlinking completeness.
We have started to implement the Link Discovery and Conciliator packages. In the current version, we
manually collected the data in the Data Collector package in the form of XML (Geonames) and CSV
(Google Geotargets) dumps. The data are placed into ArangoDB data storage.

22

www.arangodb.com
www.elastic.co/
24
https://github.com/OpenRefine/OpenRefine/wiki/Reconciliation-Service-API
23
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Figure 38: An overview of the logical architecture of the reconciliation platform

For the Conciliator package, we have implemented three conciliator services. Two services, GeoNames
and Geotarget rely on the data stored in ArangoDB, while the Wikifier Table reconciles against
DBpedia by exploiting the Wikifier Web Service capabilities25. We remark that it is possible to directly
plug in other reconciliation services that are compliant with the OpenRefine reconciliation service API
(e.g., Wikidata in Figure 38). As a result of the reconciliation, we were able to complete the interlinking
between GeoNames and Google Geotarget.

3.6 Assessment of the Enriched Data Set
At the end of the process of cleaning, transformation and semantic enrichment, the user can decide
to download the resulting data set in csv format or publish it in a semantic format. The publishing
process can be performed directly by Grafterizer on the transformed dataset and can be downloaded
in N-Triples format, or in the JSON format used by ArangoDB for representing graphs. If the dataset is
large, users have to work on a small sample (which can be uploaded to Grafterizer), and then the

25

wikifier.org
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transformation pipeline can be downloaded as JAR file and executed as a batch process that saves the
data in the desired format.

Figure 39: Widget enabling the download of the resulting data set

Once published in semantic format, the data can be processed and evaluated using ABSTAT. As for the
small data sets, we applied ABSTAT on a dataset of 17M of N-Triples obtained from a sample 500
thousand rows of BC4 data in CVS format. The results of this analysis are reported in Figure 40.
As for the data saved in ArangoDB, DataGraft uses a non-standard graph format to optimize the space
consumed on the disk. For this reason, ABSTAT is not directly usable. We had to integrate DataGraft
and ABSTAT. The problem is not so much of a technical nature since mature connectors are available
for ArangoDB, as of an architectural type. The question we had to answer was: is it better to make
ABSTAT able to process the new format (maybe for performance reasons) or is it better to create a
middleware able to export the data in a standard format? For reasons concerning the maintainability
of ABSTAT and in accordance with the principle of separation of concerns, we decided to create a
translation service (named DataGraft2rdf_ArangoDB_connector) capable of mapping the graph model
currently implemented by DataGraft in N-Triples. This tool, currently under development, is released26
under an open source license (Apache 2.0).

26

https://github.com/rAlvaPrincipe/DataGraft2rdf_ArangoDB_connector
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Figure 40: ABSTAT summary of a knowledge base in N-triples (17M triples) of a sample (500K rows) of BC4 data set

Chapter 4 Conclusions and Outlook
This document presents and discusses the current implementation of the visualization and navigation,
as well as the data quality assessment services in the EW-Shopp toolkit. The document is divided into
two parts, in the first half are introduced and discussed the visualization and navigation services
created on top of the open source suite Knowage, developed and maintained by ENG. The example of
the visualizations implemented for BC4 is discussed.
In the second half, the services (obtained from the integration of Grafterizer, ASIA and ABSTAT) that
are related with the quality of the data processed) are presented. Grafterizer features a Visual Data
profiling component able to column-wise profile and visualize the main information of a data set
during the transformation steps, also suggesting to the user type-specific transformations. ASIA and
ABSTAT, to continue, provide the user with functionalities of semi-automatized schema-level and
instance-level linking with the aim of reducing human-induced issues in the RDF mapping of the data
set.
The services presented have been partly developed to be independent from the particular pilot and
harmonized with the toolkit, partly are pre-existent (this has been explicitly pointed out in the
document) and partly are the result of the work done in the pilots of the various business cases. As a
matter of course, these services have different degrees of maturity and may undergo changes due to
the evolution of the pilots (for example, the introduction of the events will probably involve the
development of new visualization and navigation features) and to the evaluation process of the
platform currently in progress and which will lead to the release of the deliverable D2.3 on month 24.
However, any changes, evolutions and new services will be included in the report describing the final
version of the toolkit.
To conclude, as future work related to the data visualization and data quality, we foresee the testing
of the presented services on the pilots data pipelines in order to verify their suitability in real-world
scenarios in terms of functionalities implemented, performance, and maturity level.
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Appendix A - Other Quality-related Activities
During the development of WP3, other activities were realized that could be defined as off-line and
propaedeutic to every transformation and enrichment pipeline and that fall within the field of data
quality. In particular, these concern the evaluation and profiling of the core data (DBpedia, GfK
product data, GeoNames, GeoTargets, and DMOZ categories27), the RDF-ization of non-semantic
knowledge bases (such as Google GeoTargets) and the linking discovery between knowledge bases
(GeoNames vs Google GeoTargets). Figure 41 depicts the summary of DMOZ28 created and published
by ABSTAT.
For reasons of space, below we report and discuss (among all the activities carried out) only the linking
discovery between Google GeoTargets and GeoNames (Section A.1) and a typical analysis of some
concepts of DBpedia achievable from the ABSTAT summary (Section A.2 and A.3).

Figure 41: DMOZ summary created by ABSTAT

In addition, an overview of the tools currently available to evaluate the quality of the data in both
tabular and RDF format has been completed. These services, depending on the specific needs of each
partner, could be adopted as complementary tools to those presented in this deliverable. The analysis
is presented in Section A.4 .

A.1.

Linking Discovery: GeoNames vs Google GeoTargets

This section outlines the work carried out to create sameas links between GeoNames and Google
GeoTargets knowledge graphs.
Firstly, since Google GeoTargets dump is not an RDF-like format, we converted this dump into RDF
using a data processing pipeline defined and executed with DataGraft. As a result, we obtained an RDF
version of Google Geotarget (named GLCI-RDF) that has then been uploaded to ArangoDB29.

27
28

29

http://backend.abstat.disco.unimib.it/browse
http://dmoz-odp.org/

The RDF dump is converted to the JSON-LD syntax
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Once the datasets are stored in the DBs, we used Silk [27] a link discovery framework that allows to
implement different strategies with respect to the data itself and to the links to be generated (e.g.,
sameAs links should require different strategies from the ones of skos:related30). In order to generate
sameAs links between neighborhoods, cities, and regions among Google GeoTargets to GeoNames,
we have implemented the strategy depicted in Figure 42.

Figure 42: An overview of the pipeline for the reconciliation between GeoNames and Google GeoTargets.

This strategy is based on two similarity metrics: the exact match is used to compute the similarity
between name properties while Jaccard is used to compute the similarity between the canonical name
of the entity (i.e., fully qualified name consisting of the entity's own name, and that of its parent and
country). The idea is that entity hierarchy can be used to improve matching results (e.g., the city of
Berlin has the region Berlin as a parent). The scores are then linearly combined by giving more
importance to the former (0.75 weight) and less weight to the latter (0.25 weight). This matching
method can be used for any country, but at the moment we computed links for Germany and Spain.
We focused on these two countries because of the size of GeoNames XML dump, which makes it
difficult to match location in all the countries at once, on a limited hardware facility. Instead of
augmenting the hardware facility we split the GeoNames dataset by country and repeat the same
pipeline for all countries with the aim to make publicly available small files. The results of this linking
30

https://www.w3.org/TR/skos-reference/#semantic-relations
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process are summarized in Table 4. The GLCI-RDF dataset and the links between GLCI-RDF and
GeoNames are published and available31.
Table 4: Google Geotarget to GeoNames mapping insights

Country

Entities in GeoNames

Entities in Google Geotargets

Spain

191114

2362

Germany

80886

546

A.2.

Analysis of DBpedia with ABSTAT

This Section reports a typical analysis that can be carried out based on the summary created by
ABSTAT on a knowledge base. The goal is showing ABSTAT capabilities in summarizing and profiling
data sets (DBpedia features a complex system of types and ABSTAT is able to greatly reduce the
patterns) as well as demonstrating the activity performed on DBpedia (one of the project’s core data
sets) as necessary step to implement the schema-level linking described in Section 3.4.
Consider the example in Figure 43, which contains descriptive information about companies in
DBpedia 2015-10. Note that the triple patterns in the figure are just a sample of the patterns
containing dbo:Company in the subject type. In this example we also have fixed the predicate which
is dbo:keyPerson. As described above apart from triple patterns, ABSTAT is able to produce also
statistics that describe some characteristics about the data. The type Company is used in the data
51,898 times while the predicate dbo:keyPerson is used 31,078 times. The first triple pattern
<dbo:Company, dbo:keyPerson, owl:Thing> occurs 18,710 times in the data. While the number
of instances having such pattern including those for which the types Company, Thing and the predicate
keyPerson can be inferred is 29,884. Moreover, ABSTAT is able to describe some characteristics of the
data as below:
R1. There are about 5,268 distinct entities of type Company linked to a single entity of type Thing
through the predicate keyPerson (Max subjs-obj).
R2. For each entity of type Company there exists at least one value for the predicate keyPerson
(Min subjs-obj)
R3. The number of distinct entities of type Thing linked to a single entity of type Company through
the predicate keyPerson is 23 (Max sub-objs)
R4. For each entity of type Thing there exist at least one entity of type Company for the predicate
keyPerson (Min sub-objs)
R5. The predicate keyPerson is an object property thus all triples which have this as predicate take
an entity in the object (the OP symbol in the predicate field of the pattern)

31
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R6. The domain and range of the property keyPerson is the union of the types in the subject
position and the union of the types in the object position of triple patterns that have
keyPerson as predicate.

Figure 43: Detecting errors in the data by exploring triple patterns.

By looking at the descriptive information gained from ABSTAT in the example above, we can see that
they reveal quality issues in the data. The statistics about the average cardinality are indicators that
can help users identify violations of such constraints. In the example considered it is very strange that
while the average number of distinct entities of type Company linked with one entity of a given type
(which is categorized as Thing) is 3, while the maximum is 5,268. It means that from 18,710 times that
this pattern occurs in the data, more than 25% (5,268) of the patterns are created by these distinct
entities of type Company that are linked with the same entity of type Thing. The high imbalance
between the number of average and maximal cardinality subjs-obj incites us on making further
exploration and checks. Querying the endpoint of DBpedia we could identify the entity of type Thing,
which is linked with 5,268 different entities of type Company. The entity is
<http://dbpedia.org/resource/Chief_executive_officer> which in DBpedia does not have a type. This
means that the same Chief Executive Officer (represented as an entity) might be the CEO of 5,268
distinct companies. Examples of triples of entities whose type is Company linked with the entity CEO
are:
•
•
•

<dbr:Kodak dbo:keyPerson dbr:Chief_executive_officer>
<dbr:Telefónica dbo:keyPerson dbr:Chief_executive_officer>
<dbr:Allianz dbo:keyPerson dbr:Chief_executive_officer>
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Similarly, we could identify such quality issue for the triple pattern <dbo:Company, foaf:homePage,
owl:Thing>. The max cardinality subjs-obj is 27 while the minimum and the average cardinality is 1.
Looking at the triples from which ABSTAT derived the above pattern, there are different entities of
the type Company linked with the predicate homepage of the FOAF vocabulary to the
http://www.centurylink.com webpage, which are linked with instances of type Thing. Some example
of such kind of triples are the following:
•
•
•

<dbr:Embarq_Florida foaf:homepage
http://www.centurylink.com/>
<dbr:Central_Telephone foaf:homepage http://www.centurylink.com>
<dbr:United_Telephone_Company_of_Kansas foaf:homepage http://www.centurylink.com>

In the version of DBpedia considered above, we did not find any violation for the R5. Such violations
are easy to be identified in the version of DBpedia with Infoboxes e.g., birthDate is used as an object
property (with the dbpprop namespace) also as a datatype property (with the dbo namespace) as in
Figure 44. In ABSTAT we distinguish such properties with the acronym OP for object property and DTP
for datatype property.
The pattern <dbo:Person dbpprop:birthDate dbo:Location> ocurres 82 times in the data.

Figure 44: Detecting errors in the data with ABSTAT profiles

In Figure 45 , the Max subj-objs of the pattern <dbo:Person, dbpprop:birthDate xmls:date> tells
that there are entities of type Person that have 4 different values for the property birthDate.

Figure 45: Errors in the data using the property birthdate
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A.3.

Analysis of GeoNames with ABSTAT

GeoNames is a geographical data set that contains over 25 million geographical names in a 20.5 GB
file as of December 2018. There are about 11,701,589 unique feature class. We profiled the
GeoNames dataset using ABSTAT and produced its patterns and the relative statistics. From the
patterns we could see that there are no “suspicious” statistics as the ones in DBpedia dataset. In
particular, in the scope of the project we were able to assess the quality of the data set from several
points of view, as for instance for the multilinguality requirement that all entities have at least two
labels in different languages.
We make further investigation for predicates that are important for geographical datasets such as
w3cgeo:long and w3cgeo:lat corresponding to the predicates for the longitude and latitude. We could
see from the patterns that every entity in GeoNames has in average one value for each of the
predicates and vice versa every longitude and latitude correspond to exactly one entity in the world.
Moreover, the frequency of the patterns tells us that every entity has both values longitude and
latitude, e.g., for patterns for mountains.
gn:Mountain

DTP w3cgeo:lat(11701589)

gn:Mountain

DTP w3cgeo:long(11701589)

rdfs:Literal(61991031)

rdfs:Literal(61991031)

398192

398192

We made further verification for the pattern Mountain alternateName Literal. As in Figure 46, the
pattern Mountain alternateName Literal has a maximum cardinality of 281 distinct mountains that
have the same value for the alternateName.

Figure 46: Patterns from GeoNames data set

Some of these mountains are:
•
•

<http://sws.geonames.org/10203359/> <http://www.geonames.org/ontology#alternateName>
"Cerro Colorado"@es .
<http://sws.geonames.org/10215142/> <http://www.geonames.org/ontology#alternateName>
"Cerro Colorado"@es .
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•
•
•
•
•
•

<http://sws.geonames.org/10220512/>
"Cerro Colorado"@es .
<http://sws.geonames.org/10255649/>
"Cerro Colorado"@es .
<http://sws.geonames.org/10256657/>
"Cerro Colorado"@es .
<http://sws.geonames.org/10262087/>
"Cerro Colorado"@es .
<http://sws.geonames.org/10426050/>
"Cerro Colorado"@es .
<http://sws.geonames.org/10455811/>
"Cerro Colorado"@es .

<http://www.geonames.org/ontology#alternateName>
<http://www.geonames.org/ontology#alternateName>
<http://www.geonames.org/ontology#alternateName>
<http://www.geonames.org/ontology#alternateName>
<http://www.geonames.org/ontology#alternateName>
<http://www.geonames.org/ontology#alternateName>

These entities despite having the same name are different as they belong to different places, have
different elevation, or different longitude and latitude. The same name for such mountains can be as
the meaning of “Cerro Colorado” is “colorful mountain” thus many places use such toponymy.

A.4.

Scouting Quality Assessment Services

A short overview of tools currently available to evaluate the quality of the data in both tabular and
RDF format is presented in this Section. These services, depending on the specific needs of each
partner, could be adopted as complementary tools to those presented in the body of this deliverable.
DistLODStats
A number of solutions have been conceived to offer users statistics about RDF vocabularies and data
sets. However, those efforts showed severe deficiencies in terms of performance when the data set
size goes beyond the main memory size of a single machine. This limits their capabilities to mediumsized data sets only, which paralyzes the role of applications in embracing the increasing volumes of
the available data sets.
DistLODStats [28] is a software component for statistical evaluation of large RDF data sets, which
scales out to clusters of multiple machines and it computes 32 different statistical criteria for RDF data
sets. The algorithm for computing RDF data set statistics is implemented using an efficient framework
for large-scale, distributed and in memory computations: Apache Spark. This tool is integrated into
the SANSA32 framework, where it is actively maintained.
Distributed LODStats comprises three main phases: First, reading RDF data (e.g. NTriples file) from
HDFS and converting it into a triples RDD (and RDD of type Triples<Subject, Property, Object>, as
known as main data set. Second, this latter undergoes a Filtering operation applying the Rule’s Filter
and producing a new filtered RDD. Third, the filtered RDD will serve as an input to the next step:
Computing where the rule’s action and/or post-processing are effectively applied. The output of the
Computing phase will be the statistical results represented in a human-readable format. The limited
number of existing techniques of quality assessment for RDF data sets are not adequate to assess data
quality at large-scale and these approaches mostly fail to capture the increasing volume of big data.
To date, a limited number of solutions have been conceived to offer quality assessment of RDF data
sets. But, these methods can either be used on a small portion of large data sets or narrow down to
32

http://sansa-stack.net/
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specific problems e.g., syntactic accuracy of literal values, or accessibility of resources. In general,
these existing efforts show severe deficiencies in terms of performance when data grows beyond the
capabilities of a single machine. This limits the applicability of existing solutions to medium-sized data
sets only, in turn, paralyzing the role of applications in embracing the increasing volumes of the
available data sets.
DistQualityAssessment
The limited number of existing techniques of quality assessment for RDF data sets are not adequate
to assess data quality at large-scale and these approaches mostly fail to capture the increasing volume
of big data. To date, a limited number of solutions have been conceived to offer quality assessment
of RDF data sets. But, these methods can either be used on a small portion of large data sets or narrow
down to specific problems e.g., syntactic accuracy of literal values, or accessibility of resources. In
general, these existing efforts show severe deficiencies in terms of performance when data grows
beyond the capabilities of a single machine. This limits the applicability of existing solutions to
medium-sized data sets only, in turn, paralyzing the role of applications in embracing the increasing
volumes of the available data sets. DistQualityAssessment33 provide a distributed (open source)
implementation of quality metrics using Apache Spark. This software component has been integrated
also in SANSA, an open source data flow processing engine for scalable processing of large-scale RDF
data sets. SANSA uses Apache Spark and Apache Flink to offer fault-tolerant, highly available and
scalable approaches to process massive sized data sets efficiently. SANSA provides the facilities for
semantic data representation, querying, inference, and analytics at scale.
The computation of the set of quality metrics QM is performed using Spark following four steps:
Step 1.
Defining quality metrics parameters. The metric definitions are kept in a dedicated
file which contains most of the configurations needed for the system to evaluate quality
metrics and gather result sets.
Step 2.
Retrieving the RDF data. RDF data first needs to be loaded into a large-scale storage
that Spark can efficiently read from. Hadoop Distributed File-System (HDFS) is used and is able
to fit and stores any type of data in its Hadoop-native format and parallelizes them across a
cluster while replicating them for fault tolerance. In such a distributed environment, Spark
automatically adopts different data locality strategies to perform computations as close to the
needed data as possible in HDFS and thus avoids data transfer overhead.
Step 3.
Parsing and mapping RDF into the main data set. We first create a distributed data set
called main data set that represents the HDFS file as a collection of triples. At Spark execution,
this data set is parsed and loaded into an RDD of triples having the following format
Triple<(s,p,o)>.
Step 4.
Quality metric evaluation. Considering every quality metric, Spark generates an
execution plan, which is composed of one or more τ transformations and α actions.

Luzzu QA
Luzzu [19] is a framework for assessing Linked Data quality, with the goal of being scalable, extensible,
interoperable, and customizable. Regarding scalability, it follows a stream processing approach, while
33

https://goo.gl/3hFBEc

EW_Shopp

GA number: 732590

H2020-ICT-2016-2017/H2020-ICT-2016-1

for extensibility it provides a simple, declarative domain-specific language (DSL) for the integration of
various quality measures.
With regard to interoperability, Luzzu is accompanied by a set of ontologies for capturing qualityrelated information for re-use, including quality measures, issues, and reports that can be re-used in
other semantic frameworks and tools. Even with the possibility to automatically compute quality
measures, the large number of quality dimensions and measures complicates the user’s task of judging
whether a data set is fit for use. This problem is addressed by developing an approach for a userdriven quality based weighted ranking of data sets, allowing users to select and give importance to
some custom quality measures over others. In addition to being customizable with user-defined
quality measures, Luzzu is a modular, open-source software framework.
Luzzu provides an integrated platform that (1) assesses Linked Data quality using a library of generic
and user provided domain-specific quality metrics in a scalable manner, (2) provides queryable quality
metadata on the assessed data sets, and (3) assembles detailed quality reports on assessed data sets.
When an agent (machine or human) initiates quality assessment for a Linked Data set or a SPARQL
endpoint, it selects a number of quality metrics. Chosen metrics, together with external resources
such as gold standards, are initialized in individual threads. A data set processor streams triples, either
from the linked data set data dump (given in any RDF serialization or, in the near future, in the
compressed Header Dictionary Triples (HDT) format) or the SPARQL [14] endpoint, to each initialized
metric. Once all triples are processed, a quality assessment value for each configured metric is
calculated. These values are then stored as quality metadata for the assessed data set, while
problematic triples are reported back to the agent.
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